Pruning —> Quantization V2

Status In progress

ResNet50

Original Dense Model Size Model=97.49 MiB

Original Model Validation Accuracy: 90.57114228456913 %
Granular-Magnitude Pruning

Sensitivity Scan Time(mins): 6.4385687987009685

Sparsity for each Layer: {'convl.weight': 0.30000000000000004, 'layerl.0.
Pruning Time Consumed (mins): 0.00012293656667073568

Total Pruning Time Consumed (mins): 6.438692259788513

Pruned Model has size=8.83 MiB(non-zeros) = 8.24% of Original model size

Pruned Model has Accuracy=10.34 % = -80.23% of Original model Accuracy
= Comparison Table ===

| Latency (ms/sample)
Accuracy (%)
Params (M)
Size (MiB)
MAC (M)

=== Profiling Original and Optimized Model ====

| Speed-Up/Compression Achieved |

_______________________________ +

Latency o |
Parameters 5 o 91.74 |
Memory 5 - 74.50 |
MACs (= 2FLOPs) 0.00 |
Accuracy |

_______________________________ -+

DenseNet121
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Comparison Table ==

Latency (ms/sample)
Accuracy (%)
Params (M)
Size (MiB)

MAC (M)

Latency
Parameters 5 0.62
Memory 5 8.965
MACs (= 2FLOPs)

| Latency (ms/sample)
Accuracy (%)
Params (M)
Size (MiB)

Latency
Parameters
Memory
MACs(= 2FLOPs)
Accuracy
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Latency (ms/sample)
Accuracy (%)
Params (M)
Size (MiB) 553.439

Latency
Parameters 7.86
Memory 138.637
MACs(= 2FLOPs)
Accuracy

= Comparison Table
_________ T
Quantized Model |

Latency (ms/sample) 5
Accuracy (%) - . 57.064
Params (M)
Size (MiB)
MAC (M)

inal and Optimized Model
S

Latency
Parameters
Memory
MACs (= 2FLOPs)
Accuracy

GooglLeNet
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Original Dense Model Size Model=25.27 MiB

Original Model Validation Accuracy: 40.67134268537074 %

Granular-Magnitude Pruning

Sensitivity Scan Time(mins): 7.50667507648468

Sparsity for each Layer: {'convl.conv.weight': 0.40000000000000013, 'conv2.conv.weight': 0.5500000000000002, 'conv3.conv.weight':
Pruning Time Consumed (mins): 0.0001336971918741862

Total Pruning Time Consumed (mins): 7.506819343566894

Pruned Model has size=3.70 MiB(non-zeros) = 14.63% of Original model size

Pruned Model has Accuracy=10.61 % = -30.06% of Original model Accuracy

Quantized Model |

Latency (ms/sample)
Accuracy (%) 40.671 80.331
Params (M) 6.62 0.97
Size (MiB) 26.654
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Latency
Parameters
Memory
MACs (= 2FLOPs)
Accuracy

6.62 0.97

26.654 6.869
32

40.671

85.35
74.23
0.00
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Mobilnet v3 large
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Comparison Table

Latency (ms/sample)
Accuracy (%)
Params (M)

Size (MiB)

MAC (M)

e e +
| speed-Up/Compression Achieved |

Latency
Parameters
Memory
MACs (= 2FLOPs)
Accuracy
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